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Modern Optimization Techniques

Syllabus
Tue. 18.10. (0) 0. Overview

1. Theory
Tue. 25.10. (1) 1. Convex Sets and Functions

2. Unconstrained Optimization
Tue. 1.11 (2) 2.1 Gradient Descent
Tue. 8.11. (3) 2.2 Stochastic Gradient Descent

Tue. 15.11. (4) (ctd.)
Tue. 22.11. (5) 2.3 Newton’s Method
Tue. 29.11. (6) 2.4 Quasi-Newton Methods
Tue. 6.12. (7) 2.5 Subgradient Methods

Tue. 13.12. (8) 2.6 Coordinate Descent

3. Equality Constrained Optimization
Tue. 20.12. (9) 3.1 Duality

— — Christmas Break —

Tue. 10.1. (10) 3.2 Methods
4. Inequality Constrained Optimization

Tue. 17.1. (11) 4.1 Interior Point Methods
Tue. 24.1. (11) 4.2 Cutting Plane Method

5. Distributed Optimization
Tue. 31.1. (12) 5.1 Alternating Direction Method of Multipliers
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Modern Optimization Techniques 1. Coordinate Descent

Coordinate Descent

I Gradient Descent and Stochastic Gradient Descent:
I update all variables simultaneously.
I use the gradient to do so.

(first order methods)

I Coordinate Descent:
I update one variable at a time.
I use an analytic solver to do so

(derivative-free method)
I if not possible: use one-dimensional gradient steps

(first order method; often slow)
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Modern Optimization Techniques 1. Coordinate Descent

Coordinate Descent

We start with an initial guess x(0)

For k = 1, 2, 3, . . .:

x
(k)
1 ← arg min

x1
f (x1, x

(k−1)
2 , x

(k−1)
3 , . . . , x

(k−1)
n )

x
(k)
2 ← arg min

x2
f (x

(k)
1 , x2, x

(k−1)
3 , . . . , x

(k−1)
n )

x
(k)
3 ← arg min

x3
f (x

(k)
1 , x

(k)
2 , x3, . . . , x

(k−1)
n )

...

x
(k)
n ← arg min

xn
f (x

(k)
1 , x

(k)
2 , x

(k)
3 , . . ., xn)
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Modern Optimization Techniques 1. Coordinate Descent

Coordinate Descent Algorithm230 C H A P T E R 9 . D E R I V A T I V E - F R E E O P T I M I Z A T I O N

0x
1

x

x*

Figure 9.1
Coordinate search method makes slow
progress on this function of two variables.

COORDINATE SEARCH METHOD

The coordinate search method (also known as the coordinate descent method or
the alternating variables method) cycles through the n coordinate directions e1, e2, . . . , en ,
obtaining new iterates by performing a line search along each direction in turn. Specifically,
at the first iteration, we fix all components of x except the first one x1 and find a new value
of this component that minimizes (or at least reduces) the objective function. On the next
iteration, we repeat the process with the second component x2, and so on. After n iterations,
we return to the first variable and repeat the cycle. Though simple and somewhat intuitive,
this method can be quite inefficient in practice, as we illustrate in Figure 9.1 for a quadratic
function in two variables. Note that after a few iterations, neither the vertical (x2) nor the
horizontal (x1) move makes much progress toward the solution at each iteration.

In general, the coordinate search method can iterate infinitely without ever approach-
ing a point where the gradient of the objective function vanishes, even when exact line
searches are used. (By contrast, as we showed in Section 3.2, the steepest descent method
produces a sequence of iterates {xk} for which ‖∇ fk‖ → 0, under reasonable assumptions.)
In fact, a cyclic search along any set of linearly independent directions does not guarantee
global convergence [243]. Technically speaking, this difficulty arises because the steepest de-
scent search direction −∇ fk may become more and more perpendicular to the coordinate
search direction. In such circumstances, the Zoutendijk condition (3.14) is satisfied because
cos θk approaches zero rapidly, even when ∇ fk does not approach zero.

When the coordinate search method does converge to a solution, it often converges
much more slowly than the steepest descent method, and the difference between the two
approaches tends to increase with the number of variables. However, coordinate search may

[Nocedal and Wright, 2006, p.249]
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Modern Optimization Techniques 1. Coordinate Descent

Does Coordinate-wise Minimization Lead to Global
Minima?

Question: If a point x is minimal along each axis, is it a global minimum?

f (x + t e(n)) ≥ f (x) ∀t ∈ R,∀n ∈ {1, . . . ,N}
?

=⇒ f (x) = min
y

f (y)

where:

I e(n) ∈ RN is the n-th unit vector with e
(n)
n := 1 and e

(n)
m := 0 for

m 6= n.
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Modern Optimization Techniques 1. Coordinate Descent

Does Coordinate-wise Minimization Lead to Global
Minima?

If f is convex and differentiable: yes.

Proof: g (i)(µ) := f (x + µ e(i)) are convex and differentiable.
µ = 0 is their minimum, thus

0 =
∂g (i)

∂µ
(µ) =

∂f

∂xi
(x)

And then

∇f (x) =

(
∂f (x)

∂x1
,
∂f (x)

∂x2
, . . . ,

∂f (x)

∂xn

)T

= 0

and thus x is the global optimum.
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Modern Optimization Techniques 1. Coordinate Descent

Does Coordinate-wise Minimization Lead to Global
Minima?
If f is convex, but not differentiable: in general, no.

Counter example:

https://www.cs.cmu.edu/~ggordon/10725-F12/slides/25-coord-desc.pdf
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Modern Optimization Techniques 1. Coordinate Descent

Does Coordinate-wise Minimization Lead to Global
Minima?

If f is a sum of a differentiable convex and a separable convex function:
yes.

f (x) = g(x) +
N∑

n=1

hn(xn)

with

i. g is differentiable and convex

ii. all hn are convex
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Modern Optimization Techniques 1. Coordinate Descent

Does Coordinate-wise Minimization Lead to Global
Minima? / Proof
Proof: For any y ∈ dom f :

f (y)− f (x) ≥
i .
∇g(x)T (y − x) +

N∑
n=1

(hn(yn)− hn(xn))

=
N∑

n=1

∇ng(x)(yn − xn) + hn(yn)− hn(xn)︸ ︷︷ ︸
≥
!
0

≥ 0

where ≥ is argued as follows: as x is minimal along axis n,

 f (Xn; X−n) is convex and has minimum at Xn = xn

 0 is a subgradient of f (Xn; X−n) at xn :

0 ∈ ∂f (Xn; X−n) = ∇g(x) + ∂hn(xn)

 ∃s ∈ ∂hn(xn) : ∇g(x) + s = 0

∇ng(x)(yn − xn) + hn(yn)− hn(xn)

≥
ii ,sub.grad.

∇g(x)(yn − xn) + s(yn − xn) = 0
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Modern Optimization Techniques 1. Coordinate Descent

One-dimensional Subproblems

Let f : X → R,X ⊆ RN be a function, x ∈ dom f a point.
n-th one-dimensional subproblem at x :

g
(x)
n : T

(x)
n → R

g
(x)
n (t) := f (x + t e(n))

T
(x)
n := {t ∈ R | x + t e(n) ∈ dom f }

n-th one-dimensional subproblem solver at x :

hn(x) := arg min
t∈T (x)

n

g
(x)
n (t)
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Modern Optimization Techniques 1. Coordinate Descent

One-dimensional Subproblems / Example

Solving a linear system of equations / least squares / linear regression:

f (x) := xTAx − bT x , A ∈ RN×N sym. pos.def., b ∈ RN

g
(x)
n (t) = f (xn = t; x−n), T

(x)
n = R

f (xn; x–n) = An,nx2
n + (2(xT

−nA−n,.)n − bn)xn + xT
−nA−n,−nx−n − bT

−nx−n

= An,nx2
n + (2An,−nx–n − bn)xn + xT

−nA−n,−nx−n − bT
−nx−n

analytic minimum:

f ′(xn; x–n) = 2An,nxn + 2An,−nx–n − bn
!

= 0

 xn =
bn − 2An,−nx–n

2An,n

i.e., hn(x) :=
bn − 2An,−nx–n

2An,n
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Modern Optimization Techniques 1. Coordinate Descent

Coordinate Descent / Random Coordinate

1 min-cd(f , h, x (0),K , ε):
2 for k := 1, . . . ,K:

3 draw n(k) ∼ unif({1, . . . ,N})
4 x

(k)
m := x

(k−1)
m for m ∈ {1, . . . ,N},m 6= n(k)

5 x
(k)

n(k)
:= hn(k)(x (k−1))

6 if k ≥ N and ||x (k) − x (k−N)|| ≤ ε
7 return x (k)

8 return "not converged"

where

I h solvers for one-dimensional subproblems g
(x)
n .

I ε convergence threshold step in an epoche
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Modern Optimization Techniques 1. Coordinate Descent

Coordinate Descent / Cyclic Epochs

1 min-cd(f , h, x (0),K , ε):
2 for k := 1, . . . ,K:

3 x
(k)
1 := h1(x

(k−1)
1 , . . . , x

(k−1)
N )

4 x
(k)
2 := h2(x

(k)
1 , x

(k−1)
2 , . . . , x

(k−1)
N )

5 x
(k)
3 := h3(x

(k)
1 , x

(k)
2 , x

(k−1)
3 , . . . , x

(k−1)
N )

6
...

7 x
(k)
N := hN(x

(k)
1 , . . . , x

(k)
N−1, x

(k−1)
N )

8 if ||x (k) − x (k−1)|| ≤ ε
9 return x (k)

10 return "not converged"

where

I h solvers for one-dimensional subproblems g
(x)
n .

I ε convergence threshold step in an epoche
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Modern Optimization Techniques 1. Coordinate Descent

Coordinate Descent / Cyclic Epochs

1 min-cd(f , h, x (0),K , ε):

2 x (0,N) := x (0)

3 for k := 1, . . . ,K:

4 x (k,0) := x (k−1,N)

5 for n := 1, . . . ,N:

6 x
(k,n)
m := x

(k,n−1)
m for m ∈ {1, . . . ,N},m 6= n

7 x
(k,n)
n := hn(x (k,n−1))

8 if ||x (k,N) − x (k−1,N)|| ≤ ε
9 return x (k,N)

10 return "not converged"

where

I h solvers for one-dimensional subproblems g
(x)
n .

I ε convergence threshold step in an epoche
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Modern Optimization Techniques 1. Coordinate Descent

Coordinate Descent / 1-dim Gradient Steps

1 min-cd(f ,∇f , x (0),K , ε):
2 for k := 1, . . . ,K:

3 draw n(k) ∼ unif({1, . . . ,N})
4 x (k) := x (k−1) − µ(k)(∇f (x (k−1)))n(k)e

(n(k))

5 if k ≥ N and ||x (k) − x (k−N)|| ≤ ε
6 return x (k)

7 return "not converged"

where

I ∇f gradients of objective function.

I µ ∈ (R+)∗ step length schedule (or controller)

I ε convergence threshold step in an epoche
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Modern Optimization Techniques 1. Coordinate Descent

Coordinate Descent - Considerations

I The order in which we cycle through the coordinates is arbitrary.
I e.g., cyclic
I better should be randomized.

I We may update blocks of coordinates at a time instead of only one
(block coordinate descent)

I No need to adjust a step-size!
I if we have exact solvers h for the 1-dim. subproblems.

I Does not work in general with non-differentiable functions
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Modern Optimization Techniques 2. Convergence

Coordinate Lipschitz Constant

I standard Lipschitz constant L:

||∇f (x)−∇f (y)|| ≤ L||x − y || ∀x ,y∈dom f

or equivalently

||∇f (x + d)−∇f (x)|| ≤ L||d || ∀x∈dom f ,d∈RN :x+d∈dom f

I component Lipschitz constant Ln: (n ∈ {1, . . . ,N})

||∇f (x + t e(n))−∇f (x)|| ≤ |t| Ln ∀x∈dom f ,t∈R:x+t e(n)∈dom f

I coordinate Lipschitz constant Lmax:

Lmax := max
n∈{1,...,N}

Ln

Lars Schmidt-Thieme, Information Systems and Machine Learning Lab (ISMLL), University of Hildesheim, Germany
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Modern Optimization Techniques 2. Convergence

Lipschitz Continuous Functions / Bounded Derivative

Lemma
A differentiable function f : X → R,X ⊆ R is
Lipschitz-continuous iff its derivative is bounded:

|f (x)− f (y)| ≤ L|x − y | ⇐⇒ |f ′(x)| ≤ L

∀x , y ∈ dom f ∀x ∈ dom f

Proof: “⇒”:

| f (x)− f (x + t)

|t|
| =
|f (x)− f (x + t)|

|t|
≤ |t|L
|t|
≤ L |t → 0

|f ′(x)| ≤ L

“⇐”: f (x) =
Taylor

f (y) + f ′(ξ)(x − y) for a ξ ∈ [x , y ]

≤ f (y) + L(x − y)

|f (x)− f (y)| ≤ L|x − y |
Lars Schmidt-Thieme, Information Systems and Machine Learning Lab (ISMLL), University of Hildesheim, Germany
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Modern Optimization Techniques 2. Convergence

Theorem (convergence of coordinate descent)

If

i. f : X → R, X ⊆ RN is convex and differentiable,

ii. ∇f is uniformly Lipschitz-continuous:
||∇f (x)−∇f (y)|| ≤ L||x − y ||, L ∈ R+

0

iii. the sublevel set of x (0) is bounded:
maxx∗:f (x∗)=minx f (x) maxx∈Sf (x(0)) ||x − x∗|| ≤ R, R ∈ R+

0

iv. constant steplength µ(k) := 1/Lmax is used,

then coordinate descent converges and

E(f (x (k)))− f (x∗) ≤ 2NLmaxR2

k
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Modern Optimization Techniques 2. Convergence

Convergence / Proof (1/3)

f (xnext) = f (x − µ(∇f (x))ne(n))

=
Taylor

f (x)−∇f (x)Tµ(∇f (x))ne(n)

+
1

2
(µ(∇f (x))ne(n))T ∇2f (x − ξµ(∇f (x))ne(n))︸ ︷︷ ︸

≤
ii. bound.deriv.

Ln

µ(∇f (x))ne(n)), ξ ∈ [0, 1]

≤ f (x)− (∇f (x))2n µ+
1

2
µ2(∇f (x))2nLn

= f (x)− (∇f (x))2n µ(1− 1µLn

2
)

≤ f (x)− (∇f (x))2n µ(1− 1µLmax

2
)

=
iv .

f (x)− (∇f (x))2n
2Lmax
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Modern Optimization Techniques 2. Convergence

Convergence / Proof (2/3)

f (xnext) ≤ f (x)− (∇f (x))2n
2Lmax

|En(. . .)

En(f (xnext)) ≤ En(f (x)− (∇f (x))2n
2Lmax

)

= f (x)− 1

N

N∑
n=1

(∇f (x))2n
2Lmax

) = f (x)− 1

2NLmax
||∇f (x)||2 (1)

En(0:K) := En(0),n(1),...,nK expectation over all n(k)

φ(k) := En(0:K)(f (x (k)))− f (x∗)

f (x)− f (x∗) ≤
i .
∇f (x)T (x − x∗) ≤ ||∇f (x)|| ||x − x∗|| ≤

iii .
R||∇f (x)|| |En(0:K)

En(0:K)(||∇f (x (k))||) ≥ 1

R
φ(k) (2)
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Modern Optimization Techniques 2. Convergence

Convergence / Proof (3/3)

En(k)(f (x (k+1))) ≤
(1)

f (x (k))− 1

2NLmax
||∇f (x (k))||2 |En(0:K)

φ(k+1) ≤ φ(k) − 1

2NLmax
En(0:K)(||∇f (x (k))||2)

≤
Jensen’s Ineq.

φ(k) − 1

2NLmax
(En(0:K)(||∇f (x (k))||))2

≤
(2)
φ(k) − 1

2NLmaxR2
(φ(k))2 (3)

1

φ(k+1)
− 1

φ(k)
=
φ(k) − φ(k+1)

φ(k)φ(k+1)
≥ φ(k) − φ(k+1)

(φ(k))2
≥
(3)

1

2NLmaxR2

1

φ(k+1)
≥
rec

1

φ(0)
+

k + 1

2NLmaxR2
≥ k + 1

2NLmaxR2
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Modern Optimization Techniques 3. Examples

Coordinate Descent - Example

For x ∈ R2

min
x

(a1x1 − a2x2 + a3)2

Algorithm:

I Initialize x
(0)
1 , x

(0)
2

I Repeat until convergence:

I x
(k)
1 ← arg minx1(a1x1 − a2x

(k−1)
2 + a3)2

I x
(k)
2 ← arg minx2(a1x

(k)
1 − a2x2 + a3)2
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Modern Optimization Techniques 3. Examples

Coordinate Descent - Example

arg min
x1

(a1x1 − a2x2 + a3)2

Find a closed form solution:

0
!

=
d

dx1
(a1x1 − a2x2 + a3)2

= 2(a1x1 − a2x2 + a3)a1

x1 =
a2x2 − a3

a1
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a2x2 − a3

a1
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Coordinate Descent - Example

arg min
x2

(a1x1 − a2x2 + a3)2

Find a closed form solution:

0
!

=
d

dx2
(a1x1 − a2x2 + a3)2

= −2(a1x1 − a2x2 + a3)a2

x2 =
a1x1 + a3

a2
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Coordinate Descent - Example

For x ∈ R2

min
x

(a1x1 − a2x2 + a3)2

Algorithm:

I Initialize x
(0)
1 , x

(0)
2

I Repeat until convergence:

I x
(k)
1 ←

a2x
(k−1)
2 −a3
a1

I x
(k)
2 ←

a1x
(k)
1 +a3
a2

Lars Schmidt-Thieme, Information Systems and Machine Learning Lab (ISMLL), University of Hildesheim, Germany

26 / 43



Modern Optimization Techniques 3. Examples

Coordinate Descent - Example
For x ∈ R2, a1 = 0.1, a2 = 2, a3 = 1

min
x

(0.1x1 − 2x2 + 1)2

x
(k)
1 ←

2x
(k−1)
2 − 1

0.1
x
(k)
2 ←

0.1x
(k)
1 + 1

2

Start with x
(0)
1 = 1, x

(0)
2 = 2

I x
(1)
1 ←

2·2−1
0.1 = 30

I x
(1)
2 ←

0.1·30+1
2 = 2

x
(1)
1 = 30, x

(1)
2 = 2

I x
(2)
1 ←

2·2−1
0.1 = 30

I x
(2)
2 ←

0.1·30+1
2 = 2
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Coordinate Descent for Linear Regression

For the problem

minimize
m∑
i=1

(yi − xTai)
2 =

m∑
i=1

yi −
n∑

j=1

xjaij

2

We can compute the update rule for a specific xk :

∂f (x)

∂xk

!
= 0

∂f (x)

∂xk
= 2 ·

m∑
i=1

aik ·

yi −
n∑

j=1

xjaij
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Coordinate Descent for Linear Regression

2 ·
m∑
i=1

aik ·

yi −
n∑

j=1

xjaij

 = 0

m∑
i=1

aik · yi −
m∑
i=1

aik ·
n∑

j=1

xjaij = 0

m∑
i=1

aik · yi −
m∑
i=1

aik ·

xkaik +
n∑

j=1, j 6=k

xjaij

 = 0

m∑
i=1

aik · yi −
m∑
i=1

aik · xkaik −
m∑
i=1

aik ·
n∑

j=1, j 6=k

xjaij = 0

m∑
i=1

aik · yi − xk

m∑
i=1

a2ik −
m∑
i=1

aik ·
n∑

j=1, j 6=k

xjaij = 0
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Modern Optimization Techniques 3. Examples

Coordinate Descent for Linear Regression

m∑
i=1

aik · yi − xk

m∑
i=1

a2ik −
m∑
i=1

aik ·
n∑

j=1, j 6=k

xjaij = 0

xk ·
m∑
i=1

a2ik =
m∑
i=1

aik · yi −
m∑
i=1

aik ·
n∑

j=1, j 6=k

xjaij

xk =

∑m
i=1 aik ·

(
yi −

∑n
j=1, j 6=k xjaij

)
∑m

i=1 a2ik
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Modern Optimization Techniques 3. Examples

Linear Regression Coordinate Descent - Simple Algorithm

1: procedure Linear Regression-CD
input: f

2: Get initial point x(0)

3: repeat
4: for k ∈ 1, . . . n do

5: xk ←
∑m

i=1 aik ·(yi−
∑n

j=1, j 6=k xjaij)∑m
i=1 a

2
ik

6: end for
7: until convergence
8: return x, f (x)
9: end procedure
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Coordinate Descent for Linear Regression

For each parameter we have the following update rule:

xk =

∑m
i=1 aik ·

(
yi −

∑n
j=1, j 6=k xjaij

)
∑m

i=1 a2ik

One Coordinate descent epoch has a cost of O(m · n2)!

Can we do it faster?
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CD for Linear Regression - Smart Update
For each parameter we have the following update rule:

xk =

∑m
i=1 aik ·

(
yi −

∑n
j=1, j 6=k xjaij

)
∑m

i=1 a2ik
We can rewrite:

m∑
i=1

yi −
n∑

j=1, j 6=k

xjaij

 =
m∑
i=1

yi −
n∑

j=1

xjaij + xkaik


=

m∑
i=1

yi −
n∑

j=1

xjaij

+
m∑
i=1

xkaik

=
m∑
i=1

yi −
n∑

j=1

xjaij

+ xk

m∑
i=1

aik
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CD for Linear Regression - Smart Update
From which we have:

xk =

∑m
i=1 aik ·

(
yi −

∑n
j=1, j 6=k xjaij

)
∑m

i=1 a2ik

=

∑m
i=1 aik ·

(
yi −

∑n
j=1 xjaij + xoldk aik

)
∑m

i=1 a2ik

=

∑m
i=1 aik ·

(
yi −

∑n
j=1 xjaij

)
∑m

i=1 a2ik
+

∑m
i=1 aik ·

(
xoldk aik

)∑m
i=1 a2ik

=

∑m
i=1 aik ·

(
yi −

∑n
j=1 xjaij

)
∑m

i=1 a2ik
+

xoldk ·
∑m

i=1 a2ik∑m
i=1 a2ik

=

∑m
i=1 aik ·

(
yi −

∑n
j=1 xjaij

)
∑m

i=1 a2ik
+ xoldk
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CD for Linear Regression - Smart Update

Now we have:

xk =

∑m
i=1 aik ·

(
yi −

∑n
j=1 xjaij

)
∑m

i=1 a2ik
+ xoldk

So we can define our residual vector r ∈ Rm such that

ri = yi −
n∑

j=1

xjaij
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CD for Linear Regression - Smart Update

After each update of xk , we can maintain ri instead of recomputing it
given the old value xoldk :

rnewi = yi −

 n∑
j=1

xjaij − xoldk aik + xkaik


= roldi + (xoldk − xk)aik
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CD for Linear Regression - Smart Update

Now our algorithm looks like:

1. Initialize x

2. Compute ri = yi −
∑n

j=1 xjaij

3. While Not Converged
3.1 For each k = 1, . . . , n

3.1.1 xold
k ← xk

3.1.2 xk ←
∑m

i=1 aik ·(ri )∑m
i=1 a2

ik
+ xold

k

3.1.3 For all i ri ← ri + (xold
k − xk)aik

This algorithm is now O(m · n)!
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Linear Regression Coordinate Descent Algorithm

1: procedure Linear Regression-CD
input: f

2: Get initial point x(0)

3: r← y − Ax(0)

4: repeat
5: for k ∈ 1, . . . n do
6: xoldk ← xk

7: xk ←
∑m

i=1 aik ·ri∑m
i=1 a

2
ik

+ xoldk

8: for i ∈ 1, . . .m do
9: ri ← ri + (xoldk − xk)aik

10: end for
11: end for
12: until convergence
13: return x, f (x)
14: end procedure
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Real World Dataset: Body Fat prediction
We want to estimate the percentage of body fat based on various
attributes:

I Age (years)

I Weight (lbs)

I Height (inches)

I Neck circumference (cm)

I Chest circumference (cm)

I Abdomen 2 circumference (cm)

I Hip circumference (cm)

I Thigh circumference (cm)

I Knee circumference (cm)

I ...

http://lib.stat.cmu.edu/datasets/bodyfat
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Real World Dataset: Body Fat prediction

The data is represented it as:

Am,n =


1 a1,1 a1,2 . . . a1,n
1 a2,1 a2,2 . . . a2,n
...

...
...

...
...

1 am,1 am,2 . . . am,n

 y =


y1
y2
...

ym


with m = 252, n = 14
We can model the percentage of body fat y is a linear combination of the
body measurements with parameters x:

ŷi = xTai = x01 + x1ai ,1 + x2ai ,2 + . . .+ xnai ,n

Lars Schmidt-Thieme, Information Systems and Machine Learning Lab (ISMLL), University of Hildesheim, Germany

40 / 43



Modern Optimization Techniques 3. Examples

Coordinate Descent - Body fat dataset
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Year Prediction Data Set

I Least Squares Problem

I Prediction of the release year of a song from audio features

I 90 features

I Experiments done on a subset of 1000 instances of the data
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Coordinate Descent - Year Prediction
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Further Readings

I The coordinate descent method is not covered by Boyd and
Vandenberghe [2004]

I Coordinate descent:
I very briefly [Nocedal and Wright, 2006, ch. 9.3]
I A brief, but dense survey: Wright [2015]

I Convergence proof: Wright [2015]
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