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Planning and Optimal Control

Syllabus

A. Models for Sequential Data
Tue. 22.10. (1) 1. Markov Models
Tue. 29.10. (2) 2. Hidden Markov Models
Tue. 5.11. (3) 3. State Space Models
Tue. 12.11. (4) 3b. (ctd.)

B. Models for Sequential Decisions
Tue. 19.11. (5) 1. Markov Decision Processes
Tue. 26.11. (6) 1b. (ctd.)
Tue. 3.12. (7) 1c. (ctd.)
Tue. 10.12. (8) 2. Monte Carlo and Temporal Difference Methods
Tue. 17.12. (9) 3. Q Learning
Tue. 24.12. — — Christmas Break —
Tue. 7.1. (10) 4. Policy Gradient Methods
Tue. 14.1. (11) tba
Tue. 21.1. (12) tba
Tue. 28.1. (13) 8. Reinforcement Learning for Games
Tue. 4.2. (14) Q&A
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1. Basic Q Learning
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Planning and Optimal Control 1. Basic Q Learning

Brief Review

what to learn from / data

episodes transitions

what to learn /
target

(Monte Carlo) (temporal differences)

value function

V π : S → R

Monte Carlo Temporal Differences
TD(0)

action value function

Qπ : S × A→ R

Monte Carlo SARSA

optimal action value

function
Q∗ : S × A→ R

Q-Learning
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Planning and Optimal Control 1. Basic Q Learning

Brief Review / SARSA

I learn the action value function Qπ of the generating policy
(“on policy”):

Q̂st ,at = Q̂st ,at + α(rt + γQ̂st+1,at+1 − Q̂st ,at )

I can be used with any policy π to learn its action value function Qπ.

I requires next action at+1 to update Q̂st ,at .

I can be used with non-stationary policies such as ε-greedy policy:

π(s, a; Q̂, ε) := (1− ε)πgreedy(s, a; Q̂) + ε πuniform(s, a), ε ∈ [0, 1]

= (1− ε) I(a = arg max
a∈A

Q̂(s, a)) + ε
1

|A|

with π → π∗ for ε→ 0,
to learn the optimal action value function Q∗ and optimal policy π∗.

Lars Schmidt-Thieme, Information Systems and Machine Learning Lab (ISMLL), University of Hildesheim, Germany

2 / 16



Planning and Optimal Control 1. Basic Q Learning

Update Rule

SARSA update rule:

Q̂st ,at = Q̂st ,at + α(rt + γQ̂st+1,at+1 − Q̂st ,at )

Q-Learning update rule:

Q̂st ,at = Q̂st ,at + α(rt + γmax
a

Q̂st+1,a − Q̂st ,at )

I does not require next action at+1

I does not learn the action value function Qπ of the generating policy !
(“off policy”)

I learns the action value function of the policy that
I takes optimal action at next time

— based on current estimates of the action value function

I used with non-stationary policies such as ε-greedy policy:
learns optimal action value function Q∗.
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Planning and Optimal Control 1. Basic Q Learning

Convergence

If

I there are finite many states and actions,
I the generating policy visits each state/action pair

an infinite number of times,
I the learning rates are slowly diminishing

(
∑

k αk (s, a) =∞, ∑
k αk (s, a)2 <∞) and

I γ < 1 or
(if γ = 1) there exists an absorbing state with zero reward for any
policy.

then the Q-learning estimates converge almost surely
to the optimal action value function Q∗.

Lars Schmidt-Thieme, Information Systems and Machine Learning Lab (ISMLL), University of Hildesheim, Germany

4 / 16

Note: E.g., learning rates αk (s, a) = 1/k.



Planning and Optimal Control 1. Basic Q Learning

Q-Learning

1 learn-opt-policy-discounted-q-learning(S ,A, γ, sterm,N, π, q0, α):

2 Q̂ := (q0)s∈S,a∈A

3 for n := 1, . . . ,N:
4 s := new process()
5 while s 6= sterm:
6 a := π(s)
7 (r , s ′) := execute action(s, a)

8 Q̂s,a := Q̂s,a + αn(r + γmaxa′∈A Q̂s′,a′ − Q̂s,a)
9 s := s ′

10 for s ∈ S :

11 π̂∗s := arg maxa∈A Q̂(s, a)

12 return Q̂, π̂∗

Lars Schmidt-Thieme, Information Systems and Machine Learning Lab (ISMLL), University of Hildesheim, Germany
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where

I sterm terminal state with zero reward.
I π generating policy
I q0 ∈ R initial value of all state/action pairs.
I αk learning rate for update step k, e.g., αk := 1/k.
I new process() sets up a new process.
I execute action(s, a) executes action a in process in

state s.
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Planning and Optimal Control 2. Action Value Models Q̂

Action Value Models Q
I from an ML perspective, the action value function Q can be

understood as a regression model:

Q : S × A→ R

I with predictors s and a

I for nominal states and actions:
I constant model: just a number for every pair (s, a).

I a factorization model likely would make better use of the data?

I for structured states and actions:
I a proper regression model for values regressed on state and action

properties.

I as for using Q to choose actions, Q(s, a) for all competing actions a
have to be computed, the model could be represented as:

Q : S → RA

I with structured input and

I with structured output
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Planning and Optimal Control 2. Action Value Models Q̂

Action Value Models Q / Learning

I Updating the action value model Q:
I constant model:

8 Q̂s,a := Q̂s,a + αn(r + γmaxa′∈A Q̂s′,a′ − Q̂s,a)

= (1− αn)Q̂s,a + αn(r + γmaxa′∈A Q̂s′,a′)

I general model:

8 D := D ∪ {(s, a, r + γmaxa′∈A Q̂s′,a′)}
9 Q̂ := update-model(Q̂,D)

I called experience replay in the RL literature

I if the generating policy π depends on Q̂,
learning can be accelerated by discounting older data.

I e.g., with a discounting case weight.

I or simply by forgetting / removing.
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Planning and Optimal Control 3. Experience Replay / Relabeling

Action Value Models Q / Relabeling (1/2)

1. label with data generating Q̂:

8 D := D ∪ {(s, a, r + γmaxa′∈A Q̂s′,a′)}
9 Q̂ := update-model(Q̂,D)

I sample labels from out-dated Q̂

2. relabel with current Q̂:

8 D := D ∪ {(s, a, r , s ′)}
9 D′ := {(s, a, r + γmaxa′∈A Q̂s′,a′) | (s, a, r , s ′) ∈ D}

10 Q̂ := update-model(Q̂,D′)

I sample labels correlate too heavily with current Q̂ [Mnih et al., 2015]
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Planning and Optimal Control 3. Experience Replay / Relabeling

Action Value Models Q / Relabeling (2/2)
3. relabel with mildly older Q̂ (target network) [Mnih et al., 2015]:

8 D := D ∪ {(s, a, r , s ′)}
9 D′ := {(s, a, r + γmaxa′∈A Q̂target

s′,a′ ) | (s, a, r , s ′) ∈ D}
10 every Tupdate-target-th step:

11 Q̂target := Q̂

12 Q̂ := update-model(Q̂,D′)

Lars Schmidt-Thieme, Information Systems and Machine Learning Lab (ISMLL), University of Hildesheim, Germany
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Action Value Models Q / Relabeling (2/2)
3. relabel with mildly older Q̂ (target network) [Mnih et al., 2015]:

8 D := D ∪ {(s, a, r , s ′)}
9 D′ := {(s, a, r + γmaxa′∈A Q̂target

s′,a′ ) | (s, a, r , s ′) ∈ D}
= {(s, a, r + γQ̂target

s′,a′ ) | (s, a, r , s ′) ∈ D, a′ := arg maxa′∈A Q̂target
s′,a′ }

10 every Tupdate-target-th step:

11 Q̂target := Q̂

12 Q̂ := update-model(Q̂,D′)

I suffers from overestimation as same model is used to estimate the best
action and its value [van Hasselt et al., 2016].
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Planning and Optimal Control 3. Experience Replay / Relabeling

Action Value Models Q / Relabeling (2/2)
3. relabel with mildly older Q̂ (target network) [Mnih et al., 2015]:

8 D := D ∪ {(s, a, r , s ′)}
9 D′ := {(s, a, r + γmaxa′∈A Q̂target

s′,a′ ) | (s, a, r , s ′) ∈ D}
= {(s, a, r + γQ̂target

s′,a′ ) | (s, a, r , s ′) ∈ D, a′ := arg maxa′∈A Q̂target
s′,a′ }

10 every Tupdate-target-th step:

11 Q̂target := Q̂

12 Q̂ := update-model(Q̂,D′)
I suffers from overestimation as same model is used to estimate the best

action and its value [van Hasselt et al., 2016].

4. relabel with mildly older Q̂, but using action based on current Q̂
(double Q learning) [van Hasselt et al., 2016]:

8 D := D ∪ {(s, a, r , s ′)}
9 D′ := {(s, a, r + γQ̂target

s′,a′ ) | (s, a, r , s ′) ∈ D, a′ := arg maxa′∈A Q̂s′,a′}
10 every Tupdate-target−th step:

11 Q̂target := Q̂

12 Q̂ := update-model(Q̂,D′)
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Planning and Optimal Control 4. Deep Q Learning

Deep Q Learning [Mnih et al., 2015]
I task: learn to play atari games

I input: last 4 images

I output: 18 joystick movements
I 9 directions times 2 (button pressed/not pressed)

I use a deep convolutional neural network for Q̂

[source: https://ew.com/article/2013/01/25/the-10-best-atari-games/]
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Planning and Optimal Control 4. Deep Q Learning

Deep Q Learning / Architecture
I state represented by 4 images of 84× 84 pixels a 1 channel

(luminance)

difficult and engaging for human players. We used the same network
architecture, hyperparameter values (see Extended Data Table 1) and
learning procedure throughout—taking high-dimensional data (210|160
colour video at 60 Hz) as input—to demonstrate that our approach
robustly learns successful policies over a variety of games based solely
on sensory inputs with only very minimal prior knowledge (that is, merely
the input data were visual images, and the number of actions available
in each game, but not their correspondences; see Methods). Notably,
our method was able to train large neural networks using a reinforce-
ment learning signal and stochastic gradient descent in a stable manner—
illustrated by the temporal evolution of two indices of learning (the
agent’s average score-per-episode and average predicted Q-values; see
Fig. 2 and Supplementary Discussion for details).

We compared DQN with the best performing methods from the
reinforcement learning literature on the 49 games where results were
available12,15. In addition to the learned agents, we also report scores for
a professional human games tester playing under controlled conditions
and a policy that selects actions uniformly at random (Extended Data
Table 2 and Fig. 3, denoted by 100% (human) and 0% (random) on y
axis; see Methods). Our DQN method outperforms the best existing
reinforcement learning methods on 43 of the games without incorpo-
rating any of the additional prior knowledge about Atari 2600 games
used by other approaches (for example, refs 12, 15). Furthermore, our
DQN agent performed at a level that was comparable to that of a pro-
fessional human games tester across the set of 49 games, achieving more
than 75% of the human score on more than half of the games (29 games;

Convolution Convolution Fully connected Fully connected

No input

Figure 1 | Schematic illustration of the convolutional neural network. The
details of the architecture are explained in the Methods. The input to the neural
network consists of an 84 3 84 3 4 image produced by the preprocessing
map w, followed by three convolutional layers (note: snaking blue line

symbolizes sliding of each filter across input image) and two fully connected
layers with a single output for each valid action. Each hidden layer is followed
by a rectifier nonlinearity (that is, max 0,xð Þ).
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Figure 2 | Training curves tracking the agent’s average score and average
predicted action-value. a, Each point is the average score achieved per episode
after the agent is run with e-greedy policy (e 5 0.05) for 520 k frames on Space
Invaders. b, Average score achieved per episode for Seaquest. c, Average
predicted action-value on a held-out set of states on Space Invaders. Each point

on the curve is the average of the action-value Q computed over the held-out
set of states. Note that Q-values are scaled due to clipping of rewards (see
Methods). d, Average predicted action-value on Seaquest. See Supplementary
Discussion for details.

RESEARCH LETTER

5 3 0 | N A T U R E | V O L 5 1 8 | 2 6 F E B R U A R Y 2 0 1 5

Macmillan Publishers Limited. All rights reserved©2015

[source: [Mnih et al., 2015, p.2]]
I layers:

I input: 4× 84× 84
I conv. layer: 32 patterns 8× 8 (stride 4), relu
I conv. layer: 64 patterns 4× 4 (stride 2), relu
I conv. layer: 64 patterns 3× 3 (stride 1), relu
I fully connected: 512 nodes, relu
I output: fully connected, 4–18 actions, softmax?
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Planning and Optimal Control 4. Deep Q Learning

Deep Q Learning / Evaluation
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Figure 3: The top and middle rows show value estimates by DQN (orange) and Double DQN (blue) on six Atari games. The
results are obtained by running DQN and Double DQN with 6 different random seeds with the hyper-parameters employed by
Mnih et al. (2015). The darker line shows the median over seeds and we average the two extreme values to obtain the shaded
area (i.e., 10% and 90% quantiles with linear interpolation). The straight horizontal orange (for DQN) and blue (for Double
DQN) lines in the top row are computed by running the corresponding agents after learning concluded, and averaging the actual
discounted return obtained from each visited state. These straight lines would match the learning curves at the right side of the
plots if there is no bias. The middle row shows the value estimates (in log scale) for two games in which DQN’s overoptimism
is quite extreme. The bottom row shows the detrimental effect of this on the score achieved by the agent as it is evaluated
during training: the scores drop when the overestimations begin. Learning with Double DQN is much more stable.

The ground truth averaged values are obtained by running
the best learned policies for several episodes and computing
the actual cumulative rewards. Without overestimations we
would expect these quantities to match up (i.e., the curve to
match the straight line at the right of each plot). Instead, the
learning curves of DQN consistently end up much higher
than the true values. The learning curves for Double DQN,
shown in blue, are much closer to the blue straight line rep-
resenting the true value of the final policy. Note that the blue
straight line is often higher than the orange straight line. This
indicates that Double DQN does not just produce more ac-
curate value estimates but also better policies.

More extreme overestimations are shown in the middle
two plots, where DQN is highly unstable on the games As-
terix and Wizard of Wor. Notice the log scale for the values
on the y-axis. The bottom two plots shows the correspond-
ing scores for these two games. Notice that the increases in
value estimates for DQN in the middle plots coincide with
decreasing scores in bottom plots. Again, this indicates that
the overestimations are harming the quality of the resulting
policies. If seen in isolation, one might perhaps be tempted
to think the observed instability is related to inherent in-
stability problems of off-policy learning with function ap-
proximation (Baird 1995, Tsitsiklis and Van Roy 1997, Maei

no ops human starts
DQN DDQN DQN DDQN DDQN

(tuned)
Median 93% 115% 47% 88% 117%
Mean 241% 330% 122% 273% 475%

Table 1: Summarized normalized performance on 49 games
for up to 5 minutes with up to 30 no ops at the start of each
episode, and for up to 30 minutes with randomly selected
human start points. Results for DQN are from Mnih et al.
(2015) (no ops) and Nair et al. (2015) (human starts).

2011, Sutton et al. 2015). However, we see that learning is
much more stable with Double DQN, suggesting that the
cause for these instabilities is in fact Q-learning’s overopti-
mism. Figure 3 only shows a few examples, but overestima-
tions were observed for DQN in all 49 tested Atari games,
albeit in varying amounts.

Quality of the learned policies
Overoptimism does not always adversely affect the quality
of the learned policy. For example, DQN achieves optimal

2098

[source:

[van Hasselt et al., 2016, p.5]

]

Lars Schmidt-Thieme, Information Systems and Machine Learning Lab (ISMLL), University of Hildesheim, Germany
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Planning and Optimal Control 4. Deep Q Learning

Summary (1/2)

I Q learning learns the optimal action value function Q∗ by updating
Q estimates towards current reward plus estimated value of best
follow-up state:

Q̂st ,at = Q̂st ,at + α(rt + γmax
a

Q̂st+1,a − Q̂st ,at )

I For finite state and action spaces, tables can be used as models
Q̂ : S × A→ R.

I Esp. for structured states (and actions), any regression model can be
used.

I e.g., deep neural networks (deep Q learning)

I The Q model should be learned also from past data, not just the
current observation (experience replay vs. online learning).

I Due to a non-stationary policy and the non-stationary labeling process,
old data should be discounted.
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Planning and Optimal Control 4. Deep Q Learning

Summary (2/2)

I Q Learning can be accellerated by relabeling past data
I with a mildly older model (target network), or even better
I with a mildly older model, choosing best actions by the current model

(double Q learning).

I Deep reinforcement learning plays several video games better than
human players.
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Further Readings

I Reinforcement Learning:
I Olivier Sigaud, Frederick Garica (2010): Reinforcement Learning, ch. 1

in Sigaud and Buffet [2010].

I Sutton and Barto [2018]
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